CSN SIP High Availability
v0.2

SIP High Availability in CSN
Detailed Requirements
Draft v0.2
11
Introduction

2
Business Requirement
1
3
Assumptions
1
4
Possible Approaches
2
4.1
Single IP
2
4.2
Domain Service
4
5
OAM Requirements
5
6
Discussion
6


1 Introduction

This document presents detailed requirements for providing high availability SIP services on CSN.
It is intended to help decide the product development strategy for implementing this feature.
This note is in five sections. The first section restates the business requirement. The second section declares some further assumptions about the requirement. The next section identifies the characteristics of two possible approaches to the requirement. The penultimate section identifies OAM requirements. The final section provides recommendations and estimates.
2 Business Requirement

The business requirement for SIP high availability in the CSN platform is that in the event of a SIP Connector failure:

· CSN shall continue to manage stable SIP calls

· CSN shall continue to provide features for stable SIP calls

NOTE: This exceeds the requirement on CSN for ISUP calls where features are not required after an ISUP Connector failure.

3 Assumptions

A CSN SIP Connector will provide access to SIP services either at a single IP or as a domain in the carrier network referenced through DNS lookups.
SIP Connector functionality will continue to be provided for both network and host failures.

The high availability mechanism will apply to each SIP Connector deployed in the CSN complex.
Unstable SIP calls don’t need to be retained during a failure.
Features on SIP calls do not need to be retained in the event of the failure of the CSE instance that is providing the session control logic for the call.

4 Possible Approaches

Connectivity to the SIP access point(s) in CSN can be provided in one of two ways. One way is for CSN to provide SIP services at a single published IP for the platform. Alternatively, CSN may service a named domain in the carrier’s IP network with access to the service implemented by the mechanisms specified in RFC 3263 and the associated RFC 2782.

Unfortunately, both of these approaches require certain facilities to be provided in the IP network in which CSN participates. So far, we haven’t come up with a mechanism that is completely transparent to the IP network.

The detailed requirements for these two approaches are specified in the following subsections.
4.1 Single IP

Let’s say CSN provides SIP services at a single published IP address IPS. To help understand how this would work in CSN, please consider the following figure.
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Figure 1. CSN Single IP SIP Deployment.

IP-1 through IP-4 are the two pairs of IP addresses at each CSN site. IPS in the diagram represents the IP address at which SIP Connector (SC) provides SIP services for CSN. The hosts are called csn1 and csn2.

As a convention, the Single IP detailed Requirements identified in this document will be labeled SR-n.

SR-1:
A secondary SIP Connector will have to be running to mirror the stable calls of the primary SIP Connector.

SR-2: 
A SIP Connector will either run in secondary mode or primary mode.
SR-2 is a contrast to the current model for the ISUP-NSE recovery model. For ISUP, the CSN task manager detects the failure of an NSE and spawns a new one on the mated host; an ISUP NSE always runs in primary mode.

SR-3:  The secondary SIP connector will run on a CSN host different than that of the primary.
SR-4: The IP network must support the migration of IP addresses across physical subnets, namely address IPS. This requires an IP routing protocol in the IP network.
This isn’t a requirement on CSN itself. It is a facility that must be provided by the IP network. SR-7 notwithstanding, this could be transparent to the SIP connector.
SR-5: CSE should re-point the NSE communication session supporting a call ID to the shadow SIP Connector in the event of the failure of the primary SIP Connector. This technical requirement is to prevent the loss of features for a SIP call.
As stated above, this exceeds the current requirement for ISUP NSE calls. Several design issues need to be resolved to enable this to happen: CSE needs to know which SIP Connector session is the “shadow” one; CSE needs to validate that the given call ID is still in a stable state according to the shadow SIP Connector; CSE needs to remove those calls that were not in a stable state. There may be others.

SR-6: As part of the process of going from standby to primary, the IPS address will have to be plumbed/activated/turned on at the other CSN host.

SR-7: Ideally, the activation of IPS in SR-6, the call ID re-pointing of SR-5 and the routing table propagation of SR-4 should all happen at the same synchronisation point.
There’s no point activating IPS if the intranet isn’t ready to route to the subnet it is now on. And there’s no point in re-pointing the CSE at the shadow SIP Connector if it isn’t yet in the signaling path of the SIP call. However, even if no explicit synchronisation is provided, this should happen in due course anyway. Hence this is strong preference rather than a hard requirement.
4.2 Domain Service

Let’s say CSN provides SIP services through a domain called “csn.carrier.com”. Two elements of background are required to understand this approach: how the mechanisms specified in RFC 3263 work, and how CSN would be configured to support it. The figure below illustrates how CSN would be configured for the Domain Service approach.

Figure 2. Domain Service SIP Deployment.

IP-1 through IP-4 are the two pairs of IP addresses at each CSN site. The hosts are called csn1 and csn2 and belong to the domain “csn.carrier.com”.
The RFC 3263 specifies the DNS procedures to locate SIP servers. It is a SIP user agent perspective on applying RFC 2782 which specifies procedures for locating any type of service through DNS in an IP network using SRV records. There follows a summary of how that mechanism works.

A SIP user agent needs to forward a request to a server that will fulfill its requirement. If the destination is specified not as a naked IP address but as a symbolic name like SipConn@csn.carrier.com – then for a new request the user agent performs a DNS SRV lookup on the domain name portion of the destination for routing purposes. The DNS may be configured to return not just one but multiple records as a result of that lookup, with each record having a priority and a weight. It is specified that the SIP user agent should try to send the request to all of the destinations returned in a sequential order. The next entry should only be tried after the “currently” selected entry is considered to have failed. The order is based on priority and weight – namely try lowest numerical priority first, and for records with equal priority in a random fashion influenced by their relative “weight”. The ordering details are not so important – the main idea is that there is an order.
The above mechanism allows for the selection of destinations both in a primary/secondary strategy as well as for an active/active load distribution strategy. Please consult RFC 3263 and 2782 for complete details.

As a convention, the Domain service detailed Requirements will be labeled DR-n.

DR-1:
A secondary SIP Connector will have to be running to mirror the stable calls of the primary SIP Connector.

DR-2: 
A SIP Connector will either run in secondary mode or primary mode.
These two requirements are based on a primary/secondary strategy for the DNS service configuration. It is an open question whether this is any easier and/or better than an active/active strategy, but at least you know where I stand on this issue!

DR-3:  Somewhere out in the network a SIP Proxy and DNS will be required.

No view is held on whether this should be in the carrier’s IP network or further out. For the purposes of CSN, it doesn’t matter, as long as some SIP UA applies the mechanisms of RFC 3263.

DR-4:  The secondary SIP connector will run on a CSN host different than that of the primary.

DR-5: The DNS entry will be configured to provide both csn1.csn.carrier.com and csn2.csn.carrier.com as resolutions to a csn.carrier.com lookup with priorities 1 and 2, respectively.

Although this is transparent to the SIP connector, it is required if csn1 is to be designated as the primary.

DR-6: CSE should re-point the NSE communication session supporting a call ID to the shadow SIP Connector in the event of the failure of the primary SIP Connector. This technical requirement is to prevent the loss of features for a SIP call.

The same comment applies as does to SR-5, above.

DR-7: A synchronisation mechanism will be employed to tell the secondary SIP Connector when it should become active.

It may be that the SIP proxy fails to forward a request to the primary and then applies the retry mechanism to forward the request to the secondary. If this happens before the secondary has been notified to go live, should it reject SIP requests? Or should the reception of a SIP request indicate that it is now live? This design detail needs to be worked out. The same synchronisation point should cause DR-6 procedures as well.

5 OAM Requirements

As a convention, the OAM detailed Requirements will be labeled OR-n.

OR-1: In addition to either SR-1 or DR-1, the mated SIP Connectors will be able to resynchronize the set of stable calls from primary to secondary should the secondary be restarted.

OR-2: CSN shall generate a major alarm in the event that a SIP Connector changes from secondary to primary mode.

OR-3: The failover time from one SIP Connector to another shall be less than 1 second.

OR-4: The CSN Administrator shall be able to determine the current operating mode of all SIP Connectors in the system.

OR-5: The CSN Administrator shall be able to manually change the mode of a SIP Connector.

OR-6: The system shall restart any SIP Connector if it becomes non-responsive.

OR-7: CSN shall maintain logs of changes in SIP Connector modes and for restarts.

6 Discussion
The Domain Service approach is recommended for two reasons. Firstly, the solution is based on the RFC that has been published to resolve the high availability requirements of SIP networks and in this sense has been “recommended”.  Secondly, if amended to an active/active approach, it could be used as a mechanism to increase the scalability of SIP service provision in CSN.
The initial estimate for providing the solution is approximately 100 man days. This will be refined as progress is made down the design path.

As stated above, both of these approaches have ramifications on the IP network to which CSN is attached. We haven’t yet devised an approach that would be transparent to the IP network.

Since the SIP Connector is actually a back-to-back user agent, there remains an open question of what constitutes a stable call in that context. Is it when a single SIP call becomes stable or when both legs have stabilised? This requires further analysis during design.
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